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Hybrid All-Reduce Strategy with Layer Overlapping for Reducing
Communication Overhead in Distributed Deep Learning

Daehyun Kim' - Sangho Yeo™ - Sangyoon Oh'™

ABSTRACT

Since the size of training dataset become large and the model is getting deeper to achieve high accuracy in deep learning, the deep
neural network training requires a lot of computation and it takes too much time with a single node. Therefore, distributed deep learning
is proposed to reduce the training time by distributing computation across multiple nodes. In this study, we propose hybrid allreduce
strategy that considers the characteristics of each layer and communication and computational overlapping technique for synchronization
of distributed deep learning. Since the convolution layer has fewer parameters than the fully-connected layer as well as it is located
at the upper, only short overlapping time is allowed. Thus, butterfly allreduce is used to synchronize the convolution layer. On the other
hand, fully-connecter layer is synchronized using ring all-reduce. The empirical experiment results on PyTorch with our proposed scheme
shows that the proposed method reduced the training time by up to 33% compared to the baseline PyTorch.
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Table 1. Number of Parameters in AlextNet[19] Model
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F.C_1 37,752,832 60.52%
F.C2 16,781,312 26.90%
F.C3 4,097,000 6.57%

A5h= #olote2 LHH s1-&AZIe] Aa, A ool
Qg 5| gAIZo] A9 Qith. 2HF §-&AIZto] A2 A9
of YA FojojEo] metu|E o] 7 Wi 2 wHo] FX]
ot sk Alto] @A gF=th. Fig. 2+ #lolod 57
o} 7193 ARY/SA 7S A8 o e Hoign

3.2 2|0]0{9] EM0j| = Hybrid Communication 7|

£ ARt A= doloB AL/BA el §-§AIZt ot
g9 3715 185t A& 2 All-reduce €=
= A&5HA "t gRbH o g ojnx] ERE 93t ged &
d[19-21]12 EAS FE3M= convolution #oloj& A
#lo]ojZ, fully-connected o]0+ 319 Floloj2 #+A4H
o g8d 229 convolution ool A9l HAstm
2 5718 B4 3T AL AL ol £ = 58
Al7ro] BZ3)th ESE convolution #lojoj:s HEE AR
stof EAS FE5HEE fully-connected #o]ojof| H]sf| &
2 9] getu|EE Zka it} o]of wet 7]E AtollA A
oKt YEY A tYES 1Esto] 57180 ARESh= B4l
g dAR o] AYPsh= 711112 convolution o]
o] 483t =H 5718 A7to] F7IRith
Table 12 AlextNet 22| FHolojd metnlg 40}
payloadE Yetdity wekA Hybrid Communication 7]
H2 25 convolution ool WEYI A A
A35te butterfly all-reduce[12] ¥118E& #-85t0] 57]
Shokal, FEHE Fully-connected #lojol&s YEY A &
o 2 43}E ring all-reducel[l11] €1 &5 F83lo] 57
3} gt

2 Aoto] A A3t butterfly all-reduce[12] Z118|&e
EAGA $:91 2l0g(N)2 ring all-reduce?] EA1Q1 2(N—1)
Hot gdouZ butterfly all-reduce ¥18&E2 HEHZ
HGEZ 2H6HA] B= FloloZtd ring all-reduced] H]
o BAIGA 5= Aol 5715 Al 95E 7Y 5
Qlct. 3A9t fully-connected #o]oje} -2 metu]g 4

Vs Bnparly Ualuy

ol

*

b

f AT

860

A

Fig. 3. Hybrid Communication Technique

7} B2 #oloof butterfly all-reduce ¥ &S A3}
713+ At =HE YEZ f9=S 2a6to] HEYA
HEASo] BT o= Utk ol EE Flolojof 5713 7
< ring all-reduce ¢ EESS A83t 7|E 7|HET} 57
3} A|7to] F7teHA Hrh wEbA 9] AR "eld 2ol 4
9 #le]o17} convolution Zo]o1Ql HLE s AQtE| o] 4
9] Flo]o7} convolution #°]o]7} ofd AL YEYA diY
ES5 zIoto] YASHE HIEYT HEALCE Q5| sold
5718 Azt Hol v g&& o[t} Fig. 32 #olojd 578
71L& 28311, Hybrid Communication 7|¥ %-835}0]
5713 st= A= HolEoh

2 Fo A= Agket Hlojo] @B 7|5t slo|BE &~
252 71"M& PyTorch[7] E3E0] &85t AlextNet &
d& sgotedl A8 FE AAAZHE, 100 epoch7bA] 8

AR 91 4709 FY AFY A5 Ml e
2 27E FLEE TS FeaE YS9 AE
| 7 eo] 3 AU AR AL Table 29 2t

2) B4 deEd 84

ded 229 +9 sietny 44 g2 Table 33 At
AutzQl ojm|R] EFE g dad ZEEA At 71
9] 52 LS ASl, A9 dlelole EFES FEok=
convolution #lo]o]& 3}9] #o]oj&= fully-connected HlO|




196 MHEX2|SI5|=2X|/HEE LU EA AAE H10H H75(021. 7)

Table 2. Experiment Environment

The Number of Nodes 4
CPU Intel i7-8700, 3.20 GHz
Memory(GB) 32G
Storage(TB) 1TB (HDD)
Network Bandwidth(Gbps) 1Gbps
Operating System Ubuntu 18.04

Table 3. Deep Learning Environment

The Number of Epochs 100
Model AlexNet[19]
DataSet CIFAR10
Batch Size 128, 192, 256, 512
Learning Rate 0.1

Table 4. Communication Method for Each Layer of AlexNet
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