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Abstract

Openstack is widely used as a representative open-source infrastructure of the service (laaS) platform. The
Openstack Identity Service is a centralized approach component based on the token including the Memcached
for cache, which is the in-memory key-value store. Token validation requests are concentrated on the
centralized server as the number of differently encrypted tokens increases. This paper proposes the practical
Byzantine fault tolerance (PBFT) blockchain-based Openstack Identity Service, which can improve the
performance efficiency and reduce security vulnerabilities through a PBFT blockchain framework-based
decentralized approach. The experiment conducted by using the Apache JMeter demonstrated that latency was
improved by more than 33.99% and 72.57% in the PBFT blockchain-based Openstack Identity Service,
compared to the Openstack Identity Service, for 500 and 1,000 differently encrypted tokens, respectively.
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1. Introduction

Openstack, which is a representative open-source infrastructure of the service (IaaS) platform, is
composed of nodes such as a controller and a computer-based on each role [1]. Each node is composed
of Keystone, Nova, Cinder, and Neutron, etc., which are components of Openstack [2], and these
constituent components control validation and authorization, etc., with integration through Keystone [3],
which is the component that provides the Identity Service.

The Openstack Identity Service, Keystone, is a centralized approach component [4] that offers Identity
Service based on a token [5] in order to deal with validation and authorization, etc., upon requests between
Openstack components. It saves token by using a database such as MySQL as its backend [6] and provides
the Identity Service for API requests between Openstack services by using Memcached [7], which is a
memory object caching system for the token cache.

Keystone, which is a centralized approach component that uses the database as the backend, suffers
from the problem of performance degradation as tokens are saved in the centralized server, and because
the token validation requests for each service of Openstack are concentrated on the centralized server
even though it is composed of Memcached. Memcached is the in-memory key-value store [8] for cache,
and data are lost upon termination. The blockchain, as a decentralized approach, can be used to provide

X This is an Open Access article distributed under the terms of the Creative Commons Attribution Non-Commercial License (http:/creativecommons.org/licenses/by-nc/3.0/) which
permits unrestricted non-commercial use, distribution, and reproduction in any medium, provided the original work is properly cited.

Manuscript received October 8, 2021; first revision December 8, 2021; accepted December 19, 2021.

*Corresponding Author: Youngjong Kim (youngjong@ssu.ac.kr)

!'School of Software, Soongsil University, Seoul, South Korea (youngjong@ssu.ac.kr, sungil@soongsil.ac.kr, kmh@ssu.ac kr)

2Dept. of Multimedia Engineering, Dongguk University, Seoul, South Korea (gomalove@dgu.edu)

www.Kips.or.kr Copyright© 2022 KIPS



PBFT Blockchain-Based OpenStack Identity Service

the Identity Service as a data duplication approach [9] for decentralizing requests [10].

There have been several studies [11] on authentication based on blockchain in the Internet of Things
(IoT) cloud platform [12] and the blockchain-based digital identity that protects personal information
[13]. However, there have not yet been any studies on the blockchain-based decentralization approach in
the cache and data duplication, performance, and security for the Openstack Identity Service, which is
the IaaS platform.

The blockchain can be operated by members of the public, a consortium/community, or private
blockchains [14]. The PBFT [15] algorithm ensures safety, which means that a consensus is reached
among the nodes, all of which have the same value. This algorithm [16] is designed as an asynchronous
one [17] to enable efficient transactions, thus sacrificing a degree of liveness, which means that a
consensus must be reached among all nodes if there is no problem. Public blockchains face problems
with efficient transactions due to the overload of the consensus algorithm [18].

This study proposes the PBFT blockchain-based Openstack Identity Service, which is composed of
private blockchains for efficient transactions, and uses the PBFT algorithm which is a consensus
algorithm designed to enable efficient transactions. The PBFT blockchain-based OpenStack Identity
Service proposed in this paper is the PBFT blockchain-based cache (PBc) implemented on the basis of
the PBFT blockchain framework [19]. The proposed method can improve the performance (of Openstack
Identity Service) by decentralizing the token validation requests to all PBc Peers on the PBc Peer Network
and reducing the security vulnerability through the token database stored on all PBc Peers.

The paper is organized as follows: Section 2 describes, compares, and matches methods; Section 3
presents the experimental settings and results, and analysis and discussion of the results; and Section 4
presents the conclusion.

2. Materials and Methods

2.1 Openstack Identity Service

Openstack components send the encrypted token to the keystone along with identity requests, and the
keystone returns the decrypted token value to the Openstack components. At this moment, the decrypted
token value is cached on to the Memcached of Keystone and, subsequently, it brings the decrypted token
from the Memcached of Keystone without going through the decryption process.

Fig. 1 illustrates the operation process of the Openstack Identity Service regarding the OpenStack API
Node with Nova, which is one of the core components of Openstack.

The working procedure of the Keystone, which is the Openstack Identity Service procedure, is
described in @-(@ [20].

(@ nova-api of the Openstack API Node receives the API request message from the API Gateway.

(® nova-api of the Openstack API Node sets the value, which is the X-Auth-Token of the delivered
request message header, and converted into SHA-256 as the key value, and checks the corresponding key
value in the Memcached of Keystone. If there were a key value, the token would be validated by using
the value saved in the Memcached of Keystone; whereas if there were no key value, it would go on to
Phase (©.
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Fig. 1. Openstack Identity Service.

(© nova-api of the Openstack API Node queries the value of X-Auth-Token to the Keystone that is the
OpenStack Identity Service, and the Keystone delivers the token for the value of X-Auth-Token. Then,
nova-api validates the token using the received token of X-Auth-Token, stores the hashed value in the
process () as the key, and stores the received token of X-Auth-Token as the value in the Memcached of
Keystone.

(@ Upon completion of the token validation for the request message, the request message is delivered

to the nova-conductor of the Openstack Controller Node and the nova-compute of the Compute node.

2.2 PBFT Blockchain-based Openstack Identity Service

2.2.1 PBFT blockchain framework

The PBFT blockchain framework proposed in this paper upgrades RocksDB [21], which is the backend
to version 5.17.2, by forking the PBFT-based Hyperledger Fabric 0.6, and realizes the PBFT blockchain
framework that Go [22] which is a Chaincode programming language [23] is upgraded to the version
I.11.1.

The peers of the PBFT blockchains framework consist of Non-validating Peers, Validating Peers, and
a Leader elected from among the Validating Peers. The Validating Network of PBFT blockchains
framework comprises the Validating Peers and Leader that participate in the consensus process, but
excludes Non-validating Peers that do not participate in the consensus process. The PBFT algorithm-
based Block Creation procedures[24] are described in @)-(d).

@ Once the Validating Network receives requests from the Client, it collects the corresponding
requests and makes them into a block (request).

(® The leader delivers the block to the Validating Peers (pre-prepare).
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(© The peers inform the other peers that they have received the block (prepare).

(@ In the event that more than two-thirds of the peers receive the block, the corresponding block is
validated, and then the result is disseminated to the peers (commit).

It can be confirmed that the process from @ to (@ is identical to the process of creating a block based

on the existing PBFT algorithm.

2.2.2 PBFT blockchain-based Openstack Identity Service

Fig. 2 shows the architecture of the PBFT blockchain-based Openstack Identity Service regarding the
PBc Peer of the API Node implemented based on the PBFT blockchain framework, which has been
modified for the Openstack Identity Service with an example of Nova, one of the core components of
Openstack.
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Fig. 2. PBFT blockchain-based Openstack Identity Service.

The way of the decrypted token value is delivered by transferring the encrypted token in Keystone that
is Openstack Identify Service is identical, but the delivered token value is saved in the token database of
the PBc Peer of the API Node, rather than in the Memcached of Keystone, and each of the PBc Peers in
the Peer Network are synchronized with one another.

The token database is replicated amongst all the PBc Peers of the Peer Network, making it possible to
reduce the security risk of the token database. The working procedures of the PBFT blockchain-based
Openstack Identity Service are described in @-(d.

(@ nova-api receives the API request message from the API Gateway.

(® nova-api hashes the X-Auth-Token of the delivered request message header by SHA-256 and uses
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it as a key value, and queries the corresponding key value in the token database of the PBc Peer on the
API Node. When there was a value, the token would be validated by using the token value saved in its
own token database; whereas if there was no key value, it would go on to Phase (©).

(© nova-api of the Openstack API Node queries the value of X-Auth-Token to the Keystone, which is
the OpenStack Identity Service, and the Keystone delivers the token for the value of the X-Auth-Token.
nova-api validates the token using the received token of the value of X-Auth-Token and saves the hashed

value in the process ® as the key and the received token of X-Auth-Token as the value to the token

database of the PBc Peer on the API Node, rather than saving it to the Memcached of Keystone.
(@ Upon completion of the token validation for the request message, the request message is delivered
to the nova-conductor of the Openstack Controller Node and the nova-compute of the Compute node.
Like the Openstack Identity Service, since validation is made by using the value hashed from the X-
Auth-Token value as a key, and the value delivered from the Keystone as a value in the same way as the
Openstack Identity Service, all requests validate the token in the same way as the existing Openstack
Identity Service.

3. Results and Discussions

3.1 Experimental Setting

The experiment set is composed of the Controller Node and the Compute Node, as shown in Fig. 3, in
the same way as the actual environment, the API Node and Load Generator dealing with the API requests.
HAProxy [25] is set up in the Controller Node, which serves as the API Gateway, while 4 API Nodes are

set up. The requests created from the experiment are disseminated and processed in the 4 API Nodes [26].
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~
°
Load OpenStack
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g
\‘ API Node 2
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Fig. 3. Schematic diagram of experiment setting.
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The composition of hardware and software in Fig. 3 is as shown in Table 1. Like the environment in
which actual requests are generated, the experiment was conducted by sampling the token operation
procedure actually created in Nova, which is a core component, and by using the differently encrypted
token and generating different requests. For the experiment, the Request Query Example using Nova, one

of the Openstack core components, is shown in Fig. 4.

Table 1. Hardware and software characteristics

Hardware

Criteria EA (0N}
CPU (GHz) RAM (GB)
Controller Node Intel 1.7 32 1
Compute Node Intel 2.4 8 1 Ubuntu 18.04
Intel 2.4 8 1 (Openstack Rocky)
API Node Intel 3.2 8 1
Intel 2.9 2
Load Generator Intel 3.4 16 1 Windows 10

Connection: keep-alive

Content-Type: application/json

X-Auth-Token:
gAAAAABAIWAZIMcLUTWjWZYKPW6tQYZ0j1irMBwhROkx6jcYu-
brSqG6AH4zobxt1u54zembPw9CwXBwwMDk-
vNL3DOxQ5B5gISZ4vNZv3ZWRTXUR5nySJP TuhlOuX6UdiVU-
bUms5J)fh2t3fixhFeUq50gbhXSLd85YYLNb8VjFPolBFNBFs
Host: controllr_Node:8774

User-Agent: Apache-HttpClient/4.5.7 (Java/1.8.0_201)

Fig. 4. Request Query example.

The Request makes the request query, as shown in Fig. 4, by using version 5.1.1 of Apache JMeter
[27] at the load generator, and the HTTP GET Request “GET http://controller Node:8774/v2.1/servers”
is sent to the API Gateway. The Port of 8774 of the HTTP GET Request is used by nova-api. The
experimental scenario is described in @)-(e).

(@ Requests generated with differently encrypted tokens are sent to the Controller Node, which serves
as the API Gateway, at intervals of 1 second.

(® The delivered requests are disseminated to the 4 API Nodes via HAProxy of the Controller Node.

(©) Each API Node checks the encrypted Token of the delivered request.

(@ If it were a previously decrypted token, it would be used immediately, whereas if it were not a

decrypted token, a token decryption request would be sent to the Keystone which is the Openstack
Identity Service.

(®) If the decrypted token received through the Keystone was validated as a right token, the request
would be processed and then a response would be made.

The experimental values according to the number of tokens used for the experiment are as shown in
Table 2.
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Table 2. Variables by number of tokens used in the experiment

Number oft Number of threads Ramp-up period (s) Number of requests
1 5 10 100,000
10 5 10 100,000
100 5 10 100,000
500 5 10 100,000
1,000 5 10 100,000

3.2 Results of Experiment

When the number of differently encrypted tokens is 1, 10, 100, 500, and 1,000, as shown in Table 2,
for the Requests of Fig. 4 combined with Table 1, the results of the experiment on 100,000 requests
according to the scenario are as shown in Fig. 5. The black line indicates the Openstack Identity Service,
while the red line indicates the PBFT Blockchain-based Openstack Identity Service.

400 - .
—=— Openstack Identity Service

—4A— PBFT Blockchain-based Openstack Identity Service

350 | -
300 |
250 |-
200 |

150 -

Average Response Time (ms)

100 |

1 10 100 500 1000
Number of Token (#)

Fig. 5. Comparison of average latency.

As shown in Fig. 5, the results of the experiment confirm that there was no difference in latency
between the Openstack Identity Service and the PBFT Blockchain-based Openstack Identity Service
when the number of the differently encrypted tokens ranged from one to ten. However, the PBFT
Blockchain-based Openstack Identity Service was reduced by approximately 6% in terms of average
latency, compared to the Openstack Identity Service, when the number of tokens was 100.

The PBFT Blockchain-based Openstack Identity Service was reduced by approximately 33.99% in
terms of average latency, compared to the Openstack Identity Service, when the number of tokens was
500, while the PBFT Blockchain-based Identity Service was reduced by approximately 72.57% in terms
of average latency, compared to the Openstack Identity Service, when the number of tokens was 1,000.

Furthermore, it could be confirmed that the PBFT Blockchain-based Openstack Identity Service
maintained constant latency and offered a stable service regardless of the number of differently decrypted

tokens. Table 3 summarizes the experimental results of Fig. 5.
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Table 3. Comparison of average latency (unit: ms)

Number of tokens Openstack Identity Service PBFT blockchain-based Identity Service
1 75.75 76.16
10 75.40 75.98
100 82.97 77.85
500 127.15 83.92
1,000 337.66 92.61

The distribution of latencies of the Openstack Identity Service for 100,000 requests when the number
of T\tokens is 1,000 is shown in Fig. 6. The distribution of latencies of the PBFT Blockchain-based
Openstack Identity Service for 100,000 requests when the number of tokens is 1,000 is shown in Fig. 7.

It could be confirmed that the existing Openstack Identity Service showed the distribution of latency
to be approximately 337.66 ms on average for 100,000 requests when the number of differently encrypted
tokens was 1,000, as shown in Fig. 6.
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Fig. 6. Distribution of latencies of the Openstack Identity Service for 100,000 requests.
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Fig. 7. Distribution of latencies of the blockchain-based Openstack Identity Service for 100,000 requests.
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As shown in Fig. 7, the PBFT Blockchain-based Identity Service showed the distribution of latency to

be similar to that for the Openstack Identity Service up to approximately 5,000 requests due to the process

of token decryption, but after that, what was validated from the token database of each PBc Peer showed

the distribution of latency to be approximately 92.61 ms on average for 100,000 requests when the

number of the differently encrypted tokens was 1,000.

It was confirmed that the PBFT blockchain-based Identity Service was reduced by approximately

72.57%, compared to the Openstack Identity Service, and showed a stable distribution of latency.

3.3 Analysis of the Results

With the Openstack Identity Service, the CPU usage at the user level of API Nodes 1, 2, 3, and 4 of
the Openstack Identity Service when 100,000 requests were sent respectively according to the number of

differently encrypted tokens is shown in Fig. 8.

CPU Usage (%usr, user mode)

—m— APINode I - nova-api |

API Node 2 - nova-api 2
—@— APINode 3 - nova-api 3
—— API Node 4 - nova-api 4

1

10
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Number of Token (#)

Fig. 8. Comparison of CPU Usage (%usr, user mode) Openstack Identity Service.
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Fig. 9. Comparison of TCP states of controller, Openstack Identity Service.
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In the case of API Node 1, which is a machine with a low specification, the CPU usage was greater
than for API Nodes 2, 3 and 4, but when the number of tokens was 500, it started reducing, thus con-
firming that the CPU usage decreased remarkably when the number of tokens was 1,000. The analysis of
the TCP socket states of the Controller Node is shown in Fig. 9.

It could be confirmed that the TCP TIME WAIT [28] state count started increasing when the number
of tokens was 100; that it increased by approximately 35 or more on average when the number of tokens
was 500; and that it increased by approximately 70 or more on average when the number of tokens was
1,000.

For 100,000 requests, the increase in the TIME WAIT state count as the number of differently
encrypted tokens increased was caused by the elongated response time, because the token validation
request was concentrated on the Controller Node, which is the API Gateway of the Openstack Identity
Service. As a result, it could be confirmed that latency increased sharply as the number of tokens
increased, as represented by the black line shown in Fig. 5.

With the PBFT blockchain-based Openstack Identity Service, the CPU usage of the PBc Peer API
Nodes 1, 2, 3, and 4 of the PBFT blockchain-based Openstack Identity Service when 100,000 requests
were sent respectively according to the number of the differently encrypted tokens in Table 2 is as shown
in Fig. 10.

In the case of API Node 1, which is a machine with a low specification, it could be confirmed that its
CPU usage was higher than that of API Nodes 2, 3, and 4, but Nodes 1, 2, 3, and 4, regardless of the
number of tokens, all used the CPU constantly. The analysis of the TCP socket states of the Controller
Node is shown in Fig. 11.

The TCP TIME_WAIT state count started increasing when the number of tokens was 500, but this was
aprocess for dealing with numerous requests (i.e., as many as 100,000 were generated in this experiment),
and it could be confirmed that it increased by about 8§ on average when the number of tokens was 500,

and by about 14 on average when the number of tokens was 1,000.
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Fig. 10. Comparison of CPU Usage (%usr, user mode) PBFT blockchain-based Openstack Identity Service.
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Fig. 11. Comparison of TCP states of controller, PBFT blockchain-based Openstack Identity Service.

For the 100,000 requests according to the number of differently encrypted tokens, the TIME WAIT
state count increased evenly for the requests even though the number of tokens increased for the PBFT
blockchain-based Identity Service. This was because each PBc Peer dealt with the token validation
request, rather than the Controller Node. As a result, it could be confirmed that it maintained constant
latency regardless of the number of tokens, as indicated by the red line in Fig. 5, and dealt with it stably.

The comparison of the TIME_WAIT state count for 100,000 requests according to the number of each
token of the PBFT Blockchain-based Openstack Identity Service with the Openstack Identity Service is

as shown in Fig. 12.

100 -

]
—&— Openstack Identity Service
—&— PBFT Blockchain-based Openstack Identity Service

TCP Socket States (Controller, TIME_WAIT, #)

1 10 100 500 1000
Number of Token (#)

Fig. 12. Comparison of TCP states of TIME_WAIT of controller between the Openstack Identity Service
and the PBFT blockchain-based Openstack Identity Service.
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The average TCP states of TIME_WAIT of the Openstack Identity Service and the PBFT blockchain-
based Openstack Identity Service in Fig. 12 are summarized in Table 4.

Compared to the Openstack Identity Service, it could be confirmed that since the PBFT blockchain-
based Openstack Identity Service was the token database replicated among all the PBc Peers through the
blockchain-based decentralized data store approach and validated token at each PBc Peer of API Node,
the API Nodes showed a uniformed distribution of the TIME_WAIT state count for requests according
to the number of each token, regardless of the number of tokens, and dealt with them stably.

Table 4. Comparison of TCP states of average number of TIME_WAIT

Number of tokens Openstack Identity Service PBFT blockchain-based Identity Service
1 12.15 11.36
10 13.05 12.68
100 18.53 12.89
500 47.61 20.81
1,000 82.92 26.80

4. Conclusion

The Openstack Identity Service, i.e., the Keystone, is a centralized approach component based on the
token, including the Memcached for cache, which is the in-memory key-value store. As the number of
differently encrypted tokens increases, requests for token validation are concentrated on a central server,
and Memcached is the in-memory key-value store for cache, and the data are lost upon termination.

In the proposed PBFT blockchain-based Openstack Identity Service, the token database is stored at
each PBc Peer of the Peer Network through the blockchain-based decentralized approach, and is
synchronized amongst all the PBc Peers of the Peer Network. Token validation requests are validated at
each PBc Peer, except for the initial decryption request, and it can improve the performance (of Openstack
Identity Service) by decentralizing the token validation requests to all PBc Peers, while reducing the
security vulnerability through the token database stored on all PBc Peers.

The results of the experiments carried out using version 5.1.1 of Apache JMeter confirmed that latency
was reduced by 33.99% when the number of tokens was 500 and by 72.57% when the number of tokens
was 1,000. Furthermore, since the token database is replicated on all PBc Peers which are blockchain
peers, the security risk of the token database could be reduced. Future studies based on this research could
seek to improve performance of the PBFT blockchain framework.
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